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Governing equations

Incompressible Navier-Stokes coupled with energy transport equation:

∇ · u = 0

∂tu + (u · ∇) u =
Pr

Ra0,5
∇2u−∇p + f

∂tT + (u · ∇) T =
1

Ra0,5
∇2

T

where f = (0, 0, RaPrT ) (Boussinesq approximation)

Assuming that the fluid is incompressible, Newtonian, of constant physical properties, using Boussinesq approximation to account for the density
variations and neglecting thermal radiation.
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Symmetry-Preserving Discretization (1/3)

Discretized mass and momentum equations can be expressed in a generic form as:

Mv = 0

H
dv

dt
= Cv + Dv + Hf + HGp

∗

Where:
v is the discrete velocity vector (with the three components).

p∗ is the discrete pressure vector.

C is the non-linear convection operator (Note that actually C is a function of v).

D is the diffusive operator.

M is the divergence operator.

H is a diagonal matrix with the volume associated to each control volume.

G is minus the discrete gradient.

f is the discrete body force vector.

Note that operators C, D M include a volume integral
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Symmetry-Preserving Discretization (2/3)

The total discrete kinetic energy is defined as E = 1
2v

tHv

Its balance equation (obtained from discrete momentum equation) is:

d

dt
E = vt

(
C + C

t
)

v︸ ︷︷ ︸
convection

+ vt
(

D + D
t
)

v︸ ︷︷ ︸
diffusion

+ vt
Hfv︸ ︷︷ ︸

body force

+ p
∗t

G
t
Hv︸ ︷︷ ︸

pressure

We will force it to be equivalent to the continuous E equation:

d

dt
E =

∫
Ω

[−Pr φ + u · f ] dΩ

Recall that this equation was obtained assuming that ∇ · u = 0, this is Mv = 0.

Thus, we must impose:
Convection. If v verifies Mv = 0 , then vt

(
C + Ct

)
v = 0

Diffusion. vt
(
D + Dt

)
v ≤ 0

Pressure. If v verifies Mv = 0, then p∗
t
GtHv = 0
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Symmetry-Preserving Discretization (3/3)

It can be verified that these conditions are satisfied only if:

Non-linear convection operator C.

Matrix C is a function of v.

If Mv = 0, then vt
(
C + Ct

)
v = 0

Therefore, C must be skew-symmetric,

• If Mv = 0, diagonal entries must be null

• If Mv = 0, Ci,j = −Cj,i

Diffusion operator D.

For all v, vt
(
D + Dt

)
v ≤ 0

D must be:

• Symmetric

• Negative definite

Relation between discrete gradient and divergence operators.

If Mv = 0, then p∗
t
GtHv = 0

Therefore, M = −GtH (recall that G was defined as minus the gradient)
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Pressure velocity coupling - time discretization (1/5)

Time discretization:

Central difference is used for the time derivative term

Fully explicit second order Adams-Bashforth scheme for R

Implicit first-order Euler scheme for pressure-gradient term and mass-conservation equation

The discrete system to be solved is:

Mvn+1
= 0

vn+1 − vn

∆t
=

3

2
Rn −

1

2
Rn−1

+ Gp
∗n+1

Where

R = Cv + Dv + Hf
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Pressure velocity coupling (2/5)

The unknown velocity vn+1 is isolated from the discrete momentum equation to obtain

vn+1
= vp

+ Gp̃

where the predictor velocity vp, that can be explicitly evaluated, is

vp
= vn

+ ∆t

[
3

2
Rn −

1

2
Rn−1

]

and p̃ = ∆t p∗
n+1
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Pressure velocity coupling (3/5)

To determinate p̃, discrete continuity constraint is imposed

Mvn+1
= Mvp

+ MGp̃ = 0

Combining gradient and divergence operators we obtain the well known discrete Poisson equation for

the pressure

Lp̃ = −Mvp

Where L is the discrete Laplacian operator.
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Pressure velocity coupling (4/5)

Discrete convective, gradient, divergence and Laplacian operators are related by the expressions:

If Mv = 0, then vt
(
C + Ct

)
v = 0

M = −GtH

L = MG

Therefore, all them should be discretized consistently, e.g., if a fourth-order expression is used for

C in the momentum equation, M and L should also be fourth-order if a spectro-consistent scheme is

desired.

Thus, the only algebraic equation that must be solved, Lp̃ = −Mvp must be discretized with a
specific fourth order scheme.

This is a very unfortunate consequence, as the bandwidth of the fourth order Poisson equation is

significantly higher than the bandwidth of the second order equation
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Pressure velocity coupling (5/5)

The algorithm for the integration of each time step is:

1. Evaluate Rn = R (vn)

2. Evaluate vp = vn + ∆t
[

3
2R

n − 1
2R

n−1
]

3. Evaluate Mvp and solve the Poisson equation.

4. Evaluate the velocity as vn+1 = vp + Gp̃.
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From PC clusters to supercomputers

Low cost PC clusters are loosely coupled

parallel computers:

Good ratio CPU power / cost

Low bandwidth and high latency network

Supercomputers

Much bigger number of CPU and much

higher price per CPU

High bandwidth and low latency network
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Previous approach - DSFD (Parallel CFD 2005)

DSFD is a combination of a FFT-based method and a Direct Schur method:

• Fourier diagonalization is applied to reduce the 3D equation to a family of independent
2D equations

• The 2D equations are solved with a Direct Schur decomposition method

It is an algebraic approach: only the discrete equation system is used

Direct method, based on a preprocessing stage where only matrix A is used

After pre-processing, DSFD allows the solution of arbitrary order 3D Poisson equations to machine
accuracy using parallel computers with just one message

DSFD is an interesting option to consider if:

• A loosely coupled PC cluster is to be used

• The matrix A has to be used many times with different right-hand-sides

E.g., for LES/DNS with Beowulf clusters
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DSFD - Limitations

1. Memory requirement to store the inverse of the interface matrix O(I2N), I-interface size,

N -number of nodes

2. Price to solve the interface system does not decrease with P

3. Time consumption of the preprocessing stage grows very fast with N and P

All these limitations makes DSFD algorithm inapplicable on a supercomputer with hundreds
and thousand of CPU.

This motivates another approach...
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Krylov-Schur-Fourier Decomposition: scalable algorithm
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Full 3D Scheme stencil

KSFD is a combination of a FFT-based
method and Krylov method of Conjugated

Gradients preconditioned with Direct Schur
method:

• Fourier diagonalization is applied to re-

duce the 3D problem in a set of 2D

problems.

• The mesh must be uniform in x-direction.

• Each 2D problem is solved with a CG
iterative method.
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Convergence properties

FFT provides a set of 2D independent systems with significantly different condition numbers
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Typical distribution of the number of iterations

Planes are ordered descending the conditioning number
The first plane is especially difficult to solve with an iterative method

Such specific distribution of iterations motivates usage of different approach for different
planes.
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Preconditioner for iterative method (1/2)

Plane is decomposed into blocks.
Block is a part of the plane that is coupled with a direct solver

Matrix of the system is represented as sum of direct and iterative parts

Inner coupling of blocks
is discardedAI

Block 1

Block 2

Block 3

Block 4

Band diagonal matrixA
Coupling between
blocks is discardedAD

+=

Direct part: coupling between the blocks is discarded

Iterative part: coupling inside the blocks is discarded
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Preconditioner for iterative method (2/2)

Preconditioner provides a solution for the direct part AD

Solver for preconditioner is chosen according to the
block size:

Block ≤ Subdomain
(Processor subdomains includes 1 or more blocks)

LU (incomplete factorization can be used)

Block > Subdomain
(Blocks include more that 1 processor subdomain)

DSD

Each plane can have its own size of blocks
Block = plane means direct DSD method
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Flexible solver configuration

Delimiter of the planes D:

Planes with number 1 ≤ i ≤ D are solved

directly by DSD preconditioner (block = plane)

Planes with number D < i ≤ Nx are solved

using local LU preconditioner (block ≤ subdo-

main)

Parameter D allows to adapt solver for different
kind of parallel systems:

Small D - to perform well with big meshes on

a supercomputer using hundreds of CPU

Big D - to perform well with smaller meshes

on a loosely-coupled PC cluster

Size of blocks can also be tuned for each plane
to obtain better performance

Plane #

N
u

m
b

er
of

ite
ra

tio
ns

0 10 20 30 40 50 60
0

10

20

30

40

Block < subdomain
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Contribution to the scalability

Number of iterations decreases when number of

planes increases

This makes algorithm well scalable - the number

of nodes grows but the number of iterations

decreases!

For example:

With mesh 16x40x80 average number of iterations

is 5.75 but with 8 times bigger mesh 32x80x160 it

is 5.2
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Speedup test on Marenostrum (small case)

Mesh size 32x170x320 (1,7M nodes), domain decomposition only on Y and Z directions
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Parallelization along X direction

If the number of CPU is too big then even 1st plane cannot be solved directly with DSD.

In this case parallelization on X direction allows solver to be used on Px times bigger number
of CPU
FFT data is replicated within 1D CPU groups along X direction

Then solution of planes is done within 2D CPU groups on Y and Z directions

Even this straightforward parallelization allows to use 4-8 times bigger CPU number

Mesh size 111M nodes, size of 2D groups 128 CPU,

sizes of 1D groups are 2 and 4 for 256 and 512 CPU respectively
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Parallelization along X direction

Mesh size 111M nodes, size of 2D groups 128 CPU,

sizes of 1D groups are 2, 4 and 8 for 256, 512 and 1024 CPU respectively
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Problem definition: Differentially Heated Cavity

yx

z

HOT

COLD

PERIODIC

PERIODIC

ADIABATIC

ADIABATIC

g

Mesh size 128x680x1280, 111× 108 nodes

DNS carried out on Marenostrum supercomputer

using 512 CPU

4-th order space approximation

Boundary conditions:

Isothermal vertical walls

Adiabatic horizontal walls

Periodic boundary conditions in the x-direction,

orthogonal to the main flow

Dimensionless governing numbers:

Raz =
β∆TL3

zg
αν =1011

Pr = ν
α = 0.71 (air)

Height aspect ratio Az = Lz
Ly

=4
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Instantaneous isoterms
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First order statistics
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Second order statistics
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Thank you for attention
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