O

Centre Tecnoldgic de Transferéncia de Calor
UNIVERSITAT POLITEGNICA DE GATALUNYA

HPC?2

A fully-portable CFD solution for heterogeneous computing

Xavier Alvarez?, Andrey Gorobets®?, F. Xavier Trias!, Ricard Borrell*:3,

Guillermo Oyarzun®

*Heat and Mass Transfer Technological Center, Technical University of Catalonia
2Keldysh Institute of Applied Mathematics RAS, Russia
3Termo Fluids, S.L.



Introduction



The CTTC research group

Research activities:

e Fundamental research on fluid dynamics and heat and mass

transfer phenomena.
e Applied research on thermal and fluid dynamic optimization of

thermal system and equipment.




Historical background and motivation
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Mathematical model



Mathematical model

Incompressible Navier-Stokes equations reads:

V-u=0,
Ju 1
- . _ - A _
8t+(u V)u 5 u+Vp=0,
Mus:oca
du. —
Q + C(us)uc + Du. — M ' p. = 0.

dt



Mathematical model

Discrete operators are equivalent to differential operators and may
preserve same properties?:

Ou 1
V'u —07 a +(U ° V)u _%Au —+ TP —0,
du, =
Mu$:067 Q dt + C(us)uc"!_ Duc_,\/l Pc :OC-

1F.X. Trias et al., Symmetry-preserving discretization of Navier-Stokes
equations on collocated unstructured grids, J.Comp.Phys., 258, 246-267, 2014.



Mathematical model

Discrete operators are equivalent to differential operators and may
preserve same properties?:

Ou 1

V'u —07 a +(U ° V)U _%Au + P —0,
du,

Mu$:067 Q + C(us)uc+ Duc_ pc :OC'

dt

3 kernels

dot, axpy, SpMV.

1F.X. Trias et al., Symmetry-preserving discretization of Navier-Stokes
equations on collocated unstructured grids, J.Comp.Phys., 258, 246-267, 2014.



The HPC? concept




A black box for TermoFluids

CFD algorithm relies only on?: : ;

.........................................

" Matricial implementation L
" Reduced number of functions |
“\ v Naturally portable 0

preprocessing output
. #  Great CFD functionality ;
TermoFluldS ? X Stencil implementation :
. X Too heavy to port

2G. Oyarzun, Heterogeneous parallel algorithms for Computational Fluid Dynamics on
unstructured meshes, Doctoral dissertation, UPC, 2014.
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Evolution of the HPC?

Topology,
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Evolution of the HPC?
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The HPC? implementation in
heterogeneous supercomputers



Introduction

Reminder: Only three algebraic operations are required to solve a DNS
algorithm. Portability is straightforward.

dot, axpy, SpMV

e The dot and axpy kernels are independent of any application
context, hence BLAS and cuBLAS can be used.

e The SpMV kernel depends on the sparsity pattern. In-house
implementation is presented.



Sparse matrix storage formats

The sparsity pattern determines the most appropriate storage format:

1. To minimize memory usage.

2. To minimize irregularity.

Two formats are implemented: and

CPU sliced ELLPACK (S=4)

5 7 val [e[7]o]1[3]s[4J2]7[81]2[s[e[2[7[o]4[8]3]
] 5 Col [o]3[o[2]2]71]4fo[3[s]o]2]72]4f6[3]5]7]
- 2 2 2 T start_slice EIEIE!
2 5 6 GPU sliced ELLPACK (S=4)
i [ 7] s val [e[e[3]a]7]1s]2[7]2[x]4[s]5]7 81 e]o]3]
4 8 3

Col [oJof2[1[3]2]7[4]Jofo[1]3]3]2]4a[5][5][7][6]7]

start_slice IEIBEH

3A. Monakov et al., Lecture Notes in Computer Science, 5952, 111-125, 2010



Sharing portraits

The sparsity pattern depends on both the mesh configuration and the
algebraic operator definition.

e Double type coefficients require NNZ « 8bytes.
e Integer indices require up to NNZ x 4bytes + Rows * 4 bytes.

Optimization

To share a matrix portrait can save memory by ~ 30%.

10



Generalized SpMV

One operator may be multiplied by multiple vectors which results in:

e Multiple calls to SpMV kernel using the same matrix.

e Same coefficients and indices are fetched multiple times.

This fact is common when multiplying by the velocity which is described
by three components (u, v, w).

Optimization

By using GSpMV we have obtained in average ~ 30% time reduction.

11
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Two-level overlapping
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Results




The MinoTauro supercomputer

The testing machine for this project has been the heterogeneous
MinoTauro cluster of the BSC. Each MinoTauro's blade has the
following configuration:

e 2 Intel E5649 (6-Core) processor at 2.53 GHz (32GB/s),
e 2 M2090 NVIDIA GPU Cards (141.6GB/s).

14



Theoretical performance estimation

Representative problem with tetrahedral mesh and second order
discretization results in 5 nnz per row.

Arithmetic Intensity
9Nflop

Al = ——— =0.12
76 Nbytes 0
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Theoretical performance estimation
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Theoretical performance estimation

Representative problem with tetrahedral mesh and second order
discretization results in 5 nnz per row.

9Nflop
Al = ——— =0.12
76 Nbytes 0

MEMORY BOUNDED PROBLEM

CPU Theoretical Max. GPU Theoretical Max.
3.84 GFLOPS 16.99 GFLOPS
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Relative weight of algebraic kernels
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Single CPU vs GPU
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Single CPU vs GPU speedup
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Parallel efficiency: Overlapping
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Parallel efficiency: Scalability and Speedup
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The Montblanc machine

This project has also been tested in the ARM-based prototype
Montblanc of the BSC. This cluster has 1080 cards with:

e CPU Cortex-A1501.7GHz dual core (12.8GB/s).
e GPU ARM Mali T-604 (OpenCL 1.1 capable)(12.8GB/s).

21



Parallel efficiency: Scalability and Speedup
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MinoTauro vs Montblanc
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Conclusions




Conclusions

Algebraic kernels can be tuned to approximately achieve maximum
theoretical performance on whatever platform.

e Write your equations.

Discretize them properly.

Linearize the operators.

Let HPC? do the rest of the work.

e First modularity, then portability.

24



Conclusions

Thanks for your attention.
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