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Introduction



The CTTC research group

Research activities:

• Fundamental research on fluid dynamics and heat and mass
transfer phenomena.

• Applied research on thermal and fluid dynamic optimization of
thermal system and equipment.
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Historical background and motivation
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Mathematical model



Mathematical model

The incompressible Navier-Stokes equations expressed in continuous
formulation (top), and discrete operator-based formulation1 (bottom)

∇·u =0,
∂u
∂t

+(u · ∇)u − 1
Re

∆u + ∇p =0,

Mus=0c , Ω
duc

dt
+ C (us)uc+ Duc−MTpc =0c .

3 kernels
ddot, axpy, SpMV.

1F.X. Trias et al., Symmetry-preserving discretization of Navier-Stokes equations on collocated unstructured
grids, J.Comp.Phys., 258, 246-267, 2014.

5



Mathematical model

The incompressible Navier-Stokes equations expressed in continuous
formulation (top), and discrete operator-based formulation1 (bottom)

∇·u =0,
∂u
∂t

+(u · ∇)u − 1
Re

∆u + ∇p =0,

Mus=0c , Ω
duc

dt
+ C (us)uc+ Duc−MTpc =0c .

3 kernels
ddot, axpy, SpMV.

1F.X. Trias et al., Symmetry-preserving discretization of Navier-Stokes equations on collocated unstructured
grids, J.Comp.Phys., 258, 246-267, 2014.

5



The HPC2 concept



Evolution of the HPC2

Data and Kernel 

Factory

Data and Kernel

Factory
The Data and Kernel Factory 

layer holds the data containers 

and the computing kernels.

  SpMV(A, u, y)
  axpy(u, v, y)

  ddot(u, v)

Its layout, inspired in the 

abstract factory design 

pattern, employs virtual 

objects for minimising the 

dependencies. Thus, it allows 

adding a new implementation 

of data containers and compu-

ting kernels easily.
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Evolution of the HPC2

Algebra

Algebra

The Algebra layer contains 

classes and objects that mimic 

algebraic structures. They 

wrap data containers and com-

puting kernels from  the 

abstract factories, which 

makes them entirely indepen-

dent of the implementation.

  Set

  VectorSpace

  DifferentialManifold

Differential operators (i.e. 

DIV, GRAD) can be generated 

by means of whatever numeri-

cal method such as FEM, 

FVM. They’re just matrices.

Data and Kernel 

Factory
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Evolution of the HPC2

M
odels and Solvers

Models and Solvers

The Models and Solvers layer 

engages the algebraic objects 

for generating both physical 

models and solver methods.

  NavierStokes

  RungeKutta

  ConjugateGradient

  

Recall that the numerical 

method (i.e. FEM, FVM, 

FDM) is used only at the 

preprocessing stage for buil-

ding the matrices.

Algebra

Data and Kernel 

Factory
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Evolution of the HPC2

Applications
Applications

The Application layer is where 

the user can combine models 

and solvers to set-up the case 

for running a simulation.

  DrivenCavity
  RisingBubble

  FallingFilm

In summary, everything that 

can be expressed by means of 

algebraic structures such as 

Matrix and Vector, it can be 

run within this framework.

  

M
odels and Solvers

Algebra

Data and Kernel 

Factory
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Strategies for the
heterogeneous execution



First-level decomposition, distributed-memory parallelisation

The first-level domain decomposition distributes the workload among the
computing nodes. Subdomain elements are classified into inner and
interface categories. Consequently, the adjacent elements from other
subdomains form a halo.

Inner HaloInterface

Computational domain Subdomain 1 Subdomain 2

7



Second-level decomposition, intra-node parallelisation

The second-level domain decomposition distributes the workload of each
MPI process among its computing hardware, namely host and devices.
The interface and halo elements are further classified as external and
internal.

Host

Host

D1

D2D1

HostHost

D1

D2

D1

Subdomain 1 Subdomain 2 Subdomain 1 Subdomain 2

Inner Exterior Halo Exterior Interface Interior Interface Interior Halo

Second-level decomposition reduces the volume of the expensive
device-host-MPI-host-device communications several times!!
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Multithreaded overlap strategies

Simple Overlap Double Overlap
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Results



Relative weight of algebraic kernels

CPU: Intel E5-649 (32GB/s), GPU: NVIDIA M2090 (141.6GB/s). Test
case is the turbulent flow around the ASMO car geometry (Re = 7 · 105)
for a hybrid mesh of 6M cells2.
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2G. Oyarzun et al., Portable implementation model for CFD simulations. Application to hybrid CPU/GPU
supercomputers. International Journal of Computational Fluid Dynamics, 31, 396-411, 2017.
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Single device performance study
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Single device performance study

CPU: Intel E5-649 (32GB/s), GPU: NVIDIA M2090 (141.6GB/s).
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CPU vs GPU speedup

CPU: Intel E5-649 (32GB/s), GPU: NVIDIA M2090 (141.6GB/s).
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Single node, heterogeneous performance study

CPU: Intel E5-2697v3 (68GB/s), GPU: NVIDIA Tesla K40M
(288GB/s).
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Multi node, heterogeneous performance study

CPU: Intel E5-2697v3 (68GB/s), GPU: NVIDIA Tesla K40M
(288GB/s).
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Bonus performance study: the Mont-Blanc machine

This project has also been tested in the ARM-based prototype
Montblanc of the BSC3.

ARM machine is slower but really green ≈ 2.5 times more power
efficiency.
3G. Oyarzun et al., Efficient CFD code implementation for the ARM-based Mont-Blanc architecture. Future

Generation Computer Systems, 79, 786-796, 2018.
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Conclusions



Conclusions

Algebraic kernels can be tuned to approximately achieve maximum
theoretical performance on whatever platform.

• Write your equations.

• Discretize them properly.

• Linearize the operators.

• Let HPC2 do the rest of the work.

• First modularity, then portability.
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Conclusions

Thanks for your attention.
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